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Abstract 
Only	two	microbes	are	practically	available	to	nonprofit	researchers	as	platforms	for	
genetic	modification,	a	restriction	that	has	profoundly	delayed	the	progress	of	synthetic	
biology.	A	tiny	fraction	of	interesting	microbes	has	genetic	toolkits—and	though	it	is	
possible	to	build	toolkits,	current	incentive	structures	in	research	and	biotechnology	seem	
to	preclude	the	involvement	of	academic	scientists	or	the	disclosure	of	methods	or	strains	
by	industrial	scientists.	A	serious	investment	must	be	made	to	establish	an	infrastructure	
for	the	creation	of	new,	manipulable	strains	of	non-model	microbes.	I	propose	a	high-
throughput	characterization	and	domestication	pipeline	for	bacteria	and	an	open	database	
to	capture,	organize,	and	present	the	cultivation	and	manipulability	of	data	so	gathered.	
This	pipeline	would	operate	as	a	user	facility,	building	toolkits	and	protocols	for	new	and	
diverse	domesticates	with	all	of	the	genetic	flexibility	engineers	have	come	to	expect	from	
E.	coli,	but	with	a	much	broader	range	of	applications.	

	
Synthetic	biology	excites	the	imagination	of	the	hopeful	layman	and	the	cautious	scientist	alike.	
 
It	is	science-fiction-scale	science,	the	sort	of	twenty-first-century	engineering	we	have	been	waiting	for.	
Having	cracked	the	genetic	code,	we	resolved	to	stride	forward	into	the	next	hundred	years	of	science	as	
masters	of	the	microbe,	able	to	reprogram	any	simple	little	creature	to	generate	energy	without	using	
fossil	fuels	and	to	make	medicines	without	growing	plants.	We	would	use	a	billion	tiny	life-forms	to	clean	
all	of	our	waste	safely	and	efficiently.	We	resolved	to	shape	our	biosphere	with	micropipettes,	computers,	
and	synthesized	DNA.	
	
We	still	struggle	to	reconcile	this	optimism	with	reality.	Early	rhetoric	crippled	our	progress;	likening	
synthetic	biology	to	electrical	engineering	and	attempting	to	design	“circuitry”	in	cells	is	a	kludgy	way	to	
bring	the	principles	of	abstraction	and	standardization	to	molecular	biology.	The	main	damage	has	been	
our	marriage	to	a	single	species	of	bacteria	as	a	host	“chassis.”	Cells	are	not	breadboards;	they	are	
complex,	intricate	analog	machines	carved	not	by	design	but	by	evolution.	The	scale	at	which	they	grow,	
divide,	and	mutate	challenges	every	electrical	engineering	analogy	ever	sloppily	applied	to	them.	The	
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noise	in	the	cell	that	an	engineer	ignores	or	seeks	to	eliminate	is	actually	the	cell’s	greatest	strength;	noise	
allows	mutation,	which	grants	organisms	robustness	and	flexibility.	We	don’t	yet	know	enough	about	
proteins	or	molecular	devices	to	invent	them	de	novo.	We	can	synthesize	just	about	any	DNA	sequence,	
but	we	typically	restrict	ourselves	to	devices	we	have	seen	working	in	cells.	So	we	prospect	through	
nature,	find	interesting	DNA	devices,	synthesize	them	to	bring	them	into	the	lab,	and	then	jump	through	
hoops	to	compose	them	into	expressible	circuits	that	will	work	in	"laboratory	Escherichia	coli."	Essentially,	
we	take	things	that	work	and	break	them—and	call	synthetic	biology	the	science	of	trying	to	fix	them	
again.		
	
This	“gene	splicing”	also	brings	a	righteous	public	demand	for	safety	and	promises	of	containment.	The	
usual	response	is	to	promise	the	addition	of	safety	systems	like	“kill	switches.”	Adding	modules	for	safety	
and	containment	works	quite	well	for	traditional	physical	constructions—the	addition	of	seat	belts,	air	
bags,	and	antilock	brakes	improved	car	safety	dramatically.	But	cars	don’t	self-replicate.	Cars	don’t	face	
pressure	to	discard	air	bags	as	an	unnecessary	metabolic	burden	while	they	make	hundreds	of	imperfect	
copies	of	themselves.	Bioengineering	is	a	fundamentally	distinct	brand	of	engineering	that	must	establish	
its	own	standards,	more	appropriate	analogies,	and	safety	mechanisms	that	edify	and	encourage	the	
public.	
	
Humanity’s	greatest	success	on	this	planet	has	been	the	engineering	of	plants	and	animals	for	
agriculture.	
 
Domestication	is	a	great	work	of	bioengineering	begun	thousands	of	years	before	we	knew	about	cells.	We	
mastered	a	process	that	gave	us	corn,	carrots,	cows,	and	sometimes	even	cats.	From	a	public	relations	
standpoint,	we	accept	domesticated	organisms	as	safe	because	their	engineering	involved	the	removal	of	
dangerous	traits	and	free-living	tendencies.	But	when	it	comes	to	deliberately	making	microorganisms	
friendly	and	dependent,	we	have	stalled	at	E.	coli	and	the	yeast	Saccharomyces	cerevisiae.	Other	
microorganisms	do	amazing	things,	not	least	of	which	are	biomineralization,	nitrogen	fixation,	and	the	
synthesis	of	bioactive	chemicals	we	can’t	begin	to	make	ourselves.	But	S.	cerevisiae	is	not	going	to	do	any	
of	these	things	well	because	it	is	the	pampered,	domesticated	descendant	of	a	soil	decomposer	trained	to	
make	ethanol	and	gas.	E.	coli	is	not	going	to	either	because	it	is	the	pampered,	tamed	descendant	of	a	
pathogenic	gut	bacteria	trained	to	be	a	DNA	producer.	Having	a	gut	bacteria	fix	nitrogen	is	like	feeding	a	
dog	grass	to	get	milk:	we	once	saw	a	creature	out	there	doing	it	but	horns	and	attitude	made	it	too	scary	to	
wrangle,	so	we	made	the	animal	already	on	a	leash	eat	grass	until	it	threw	up.	Then	we	started	metabolic	
engineering,	tossing	its	nose,	adding	udders,	and	redesigning	its	insides	to	handle	grass.	We	should	
instead	grab	a	pair	of	cows	and	start	a	breeding	program,	like	Homo	sapiens	did	before	we	knew	that	it	
might	be	hard	and	take	too	long	to	publish	a	paper	about	the	process.	
	
And	there	is	the	rub.	Every	time	a	scientist	proposes	putting	a	new	DNA	device	into	an	old	chassis,	if	they	
are	asked	why	they	don’t	manipulate	the	device	in	its	original	context,	they	give	the	same	answer:	“The	
tools	are	in	S.	cerevisiae,	so	that	is	where	I	work.	Making	tools	for	Nitrosomonas	is	beyond	the	scope	of	my	
research.”	This	is	textbook	streetlight	effect:	it	is	logical	to	look	where	there	is	light	to	look.	I	have	been	
building	tools	for	synthetic	biology	for	10	years	and	all	of	the	tools	I	have	built	have	been	used	to	skirt	
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facing	that	we	do	not	have	the	right	kind	of	cells	for	the	chemistry	and	metabolisms	that	we	want	to	scale	
up.	Codon	optimization,	heterologous	expression,	and	circuit	design	have	failed	and	will	always	fail	to	put	
truly	divergent	devices	into	E.	coli	or	S.	cerevisiae	in	a	way	that	will	reliably	and	reproducibly	deliver	high	
titer	production	of	arbitrary	natural	products	or	processes.	The	development	of	many	more	varied	
microbial	chassis	will	enrich	the	field,	but	undertaking	the	domestication	of	a	microorganism	is	a	
potentially	long	and	risky	project	that	outlasts	the	patience	of	the	solitary	academic	lab	and	becomes	the	
secret	intellectual	property	of	the	industrial	labs.	It	took	thousands	of	years	to	make	S.	cerevisiae,	and	
roughly	60	years	to	make	laboratory	E.	coli.	If	it	takes	even	15	years	to	make	the	next	domesticate,	what	
sane	graduate	student,	postdoctoral	fellow,	or	assistant	professor	is	going	to	volunteer?	
	
We	have	the	models	and	the	tools,	and	more	of	the	data	than	we	realize,	so	I	vehemently	doubt	that	it	will	
take	15	years.	The	difficulty	is	not	in	the	action	but	in	funding	and	organizing	scientists	to	undertake	it.	We	
are	not	typically	financially	or	scientifically	motivated	to	build	the	sort	of	altruistic	infrastructure	
construction	we	need.	We	don’t	consider	it	glamorous	work,	but	no	one	denies	the	benefit!	Toolkits	are	
thirstily	devoured	by	the	entire	field	(witness	the	crazed	feeding	upon	Cas9),	but	it	is	difficult	to	rouse	
more	than	oral	enthusiasm	for	actually	laying	the	foundations.	Synthetic	biology	is	not	alone	in	whiffing	on	
infrastructure;	just	examine	the	age	and	state	of	the	interstate	bridge	closest	to	your	house	and	then	ask	
Congress	when	we	might	get	around	to	rebuilding	it.	
	
To	bridge	that	motivation	gap,	I	will	found	three	infrastructure	projects	that	will	jointly	result	in	a	publicly	
available	community	resource	that	we	can	be	proud	of:	tools	and	strains	that	will	drag	synthetic	biology	
properly	into	line	with	contemporary	biology	and	jumpstart	the	exploitation	of	our	planet's	genetic	
resources.	As	the	tools	come	online	and	prove	their	value,	I	will	organize	communities	around	their	
continued	use,	expansion,	and	upkeep.	
	
A	database	of	strain	manipulation,	relation,	and	cultivation.	
 
To	begin	making	a	lab	domesticate,	you	have	to	know	how	to	both	grow	and	manipulate	the	wild-type	
strain.	But	when	that	information	is	available	for	any	arbitrary	non-model	organism,	it	is	often	buried	in	
literature,	oral	history,	or	scattered	across	more	than	a	dozen	different	databases.	I	intend	to	organize	this	
information	in	a	database	called	SMRC	that	will	serve	as	an	organizational	hub	for	all	data	gathered	about	
any	bacteria.	
	
The	population	of	SMRC	will	be	easy	at	first,	and	then	will	depend	on	distributed	contribution,	not	unlike	
Wikipedia.	No	one	source	contains	all	of	the	information	I	need	to	gather,	but	I	will	be	able	to	begin	by	
scraping	basic	data	from	several	public	repositories.	Examples	of	the	easy	pickings	are	phylogeny	data,	
genomes	and	associated	statistics,	and	the	names	of	scientists	most	often	associated	with	particular	
microbes	from	NCBI;	growth	temperature	ranges,	available	strains,	and	biosafety	level	from	ATCC	and	
DSMZ;	metabolism	type,	sporulation	ability,	and	environmental	niche	from	IMG;	the	presence	of	immune	
systems,	genome	repair	systems,	and	metabolic	currency	from	REBASE	and	KEGG;	and	16S	rRNA	
sequences	from	GreenGenes.	The	more	difficult	data	will	require	manual	literature	mining	and	curation	
and	an	excellent	web	interface	so	expert	scientists	can	contribute	and	be	publicly	recognized	for	providing	
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quality	information	about	their	favorite	organisms.	If	we	can	convince	undergraduate	and	graduate	
microbiology	classes	to	see	literature	review	and	contribution	to	SMRC	as	a	worthwhile	educational	
opportunity,	the	data	will	appear	quickly.	
	
At	no	point	will	SMRC	replicate	the	functionality	or	purpose	of	existing	resources.	There	is	no	need	to	
replace	any	of	them;	they	just	need	to	be	linked	to	cultivation	data	with	gestalt	in	mind.	For	example,	I	
have	no	intention	of	storing	genetic	sequence—Genbank	is	doing	it	well.	I	have	no	desire	to	store	
functional	genetic	information	because	Intermine	exists	and	its	developers	are	friendly	and	ambitious.	
The	problem	I	seek	to	solve	is	that	the	microbes	in	these	databases	are	only	loosely	linked	to	each	other,	
and	not	at	all	linked	to	cultivability	data.	
	
I	want	SMRC	to	be	able	to	generate	a	“data	sheet”	for	any	microbe,	which	will	tell	an	interested	researcher	
not	only	exactly	how	to	grow	and	manipulate	the	bacteria	but	also	where	to	look	for	deeper	and	more	
specialized	information.	Users	will	be	able	to	search	and	filter	properties	for	different	species	and	strains	
to	find	the	organisms	most	relevant	for	their	application.	SMRC	will	allow	users	to	compare	different	
organisms	based	on	similarity/difference	metrics	between	properties.	For	example,	a	researcher	wishing	
to	express	a	pathway	in	an	organism	that	is	difficult	to	manipulate	can	search	for	the	most	similar	species	
which	have	more	laboratory-friendly	features.	Alternatively,	an	industrial	user	looking	to	optimize	the	
production	of	an	alkaline	chemical	may	look	for	species	or	strains	that	are	both	base	tolerant	and	
amenable	to	large-scale	production	environments.	Gene	candidate	lists	for	heterologous	expression	(when	
it	is	a	necessary	evil)	can	be	narrowed	by	comparing	the	phenotypic	data	of	the	source	and	host	bacteria.	
These	sorts	of	bioinformatic	searches	are	currently	available	absolutely	nowhere.	
	
SMRC	will	always	be	a	work	in	progress	as	we	find	and	fill	information	gaps	and	finally	dredge	up	and	
recognize	opportunities	buried	within	the	vast	literature,	but	the	more	people	working	on	it	in	parallel,	
the	less	time	it	will	take.	We	will	know	SMRC	is	successful	when	its	exhaustive	interrogation	of	phenotype	
becomes	the	standard	by	which	all	new	microbe	characterization	is	measured.	
	
A	pipeline	for	rapid	characterization	of	bacteria.	
 
The	first	step	of	domestication	is	cultivation:	if	an	organism	cannot	be	reliably	and	reproducibly	grown,	
we	will	never	have	a	chance	to	approach	it.	But	picking	and	deploying	the	right	organism	for	the	job	
involves	knowing	its	tolerances.	And	while	filling	SMRC	from	the	literature	will	give	us	a	great	deal	of	
clues	for	cultivation,	as	scientists	we	have	a	terrible	track	record	of	seeking	or	recording	bacteria’s	
cultivation	tolerances.	The	bacteria	currently	considered	“well	characterized”	are	still	very	poorly	
understood:	no	one	is	sure	what	the	ploidy	of	any	arbitrary	bacteria	is;	an	exhaustive	list	of	carbon	
sources	is	almost	never	available;	growth	temperature,	acidity,	and	salinity	ranges	are	only	fuzzily	
defined;	cryotolerance	and	stasis	are	glossed	over;	and	defined	media	is	not	always	available,	signaling	a	
lack	of	understanding	about	nutritional	requirements—just	to	name	a	few	of	the	most	pressing	problems.	
All	of	these	parameters	are	easily	defined	with	very	simple,	high-throughput	cultivation	assays.	The	
pipeline	will	thus	begin	with	the	establishment	(or	confirmation)	of	reliable,	defined	growth	conditions,	
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aided	by	SMRC.	It	will	then	systematically	vary	as	many	single	conditions	as	possible,	dropping	all	of	the	
resultant	data	right	back	into	SMRC	or	other	relevant	databases.	
	
This	is	the	easiest	thing	that	I	am	proposing,	and	yet	doing	it	well	will	be	very	expensive.	Informative	and	
accurate	high-throughput	bacterial	cultivation	requires	specialized	bioreactors	that	can	mix	small	
volumes	of	culture	and	monitor	the	response	of	the	cells	within.	These	machines	currently	cost	upward	of	
$150,000	apiece.	The	rapidity	of	my	pipeline	depends	entirely	on	the	number	of	these	machines	that	can	
be	deployed	in	parallel—a	single	reactor	can	do	one	bacterial	strain	in	24	conditions	or	24	strains	in	one	
condition	per	day.	We	would	much	prefer	to	have	more	than	one	working	at	a	time.	
	
The	breadth	of	data	my	pipeline	can	generate	is	dependent	on	the	variety	of	the	machines	available	to	me:	
to	determine	cell	ploidy,	I	need	a	$750,000	cell	sorter	and	a	$125,000	digital	PCR	machine;	to	enumerate	
metabolites	present	in	media,	I	need	$100,000	gas	chromatography	and	mass	spectrometers.	Luckily,	the	
Department	of	Energy	(DOE)	has	invested	a	great	deal	of	money	into	exactly	this	biological	machinery	and	
concentrated	much	of	it	at	the	Lawrence	Berkeley	National	Laboratory,	a	federally	funded	research	center	
with	the	mandate	to	studying	nonmedical	biology—particularly	bioengineering	for	bioremediation,	
energy,	and	agriculture.	They	have	an	explicit	interest	in	not	only	the	intricate	workings	of	bacteria	but	in	
the	dissemination	of	this	knowledge	to	all	researchers.	Successfully	selling	the	DOE	on	this	project	will	
significantly	decrease	the	start-up	cost;	all	of	the	machinery	is	already	paid	for	(and	some	of	it	is	currently	
completely	unused).	What	they	really	need	to	hear	is	the	research	community	clamoring	for	them	to	focus	
on	this	sort	of	effort—infrastructure	has	always	been	generated	by	the	government	for	the	public’s	
benefit,	and	this	project	is	no	different.	
	
A	pipeline	for	rapid	bacteria	domestication	and	toolkit	generation.	
 
As	SMRC	becomes	populated	with	data	from	the	literature	and	from	the	characterization	pipeline,	an	
emergent	feature	will	be	the	nomination	of	a	few	bacteria	that	are	both	close	to	manipulation	and	whose	
abilities	are	pressingly	relevant	to	our	scientific	needs.	My	prediction	is	that	we	will	probably	begin	with	a	
firmicute—something	with	a	great	deal	of	literature	about	its	amazing	potential	but	with	a	sparse	genetic	
toolkit.	If	we	seek	to	partner	with	laboratories	and	companies	that	have	been	specializing	in	non-model	
bacteria	without	toolkits,	we	will	gain	even	more	information	about	the	attributes	that	make	organisms	
attractive	and	useful,	as	well	as	any	difficulties	that	have	been	encountered	but	not	recorded	in	the	
literature.	The	basic	deal	I	would	offer	potential	collaborators	is	that	in	exchange	for	their	curation	of	a	
public-facing	SMRC	datasheet	about	their	wild-type	organism,	I	will	dedicate	significant	resources	to	
making	them	a	tractable	strain	by	establishing	a	standard	pipeline	for	coaxing	bacteria	into	friendliness	
and	then	adapting	existing	toolkits	into	their	milieu.	
	
Given	cultivation	information	from	the	characterization	pipeline,	we	will	first	characterize	regulatory	
parts.	We	will	perform	RNAseq	on	cultures	grown	in	different	conditions	to	uncover	constitutive	and	
conditional	promoters,	and	determine	transcription	start	sites,	terminators,	and	operon	arrangements.	All	
of	the	parts	discovered	in	this	manner	will	be	added	to	parts	repositories	and	linked	through	SMRC.	
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Having	established	a	promoter	set,	we	can	begin	to	establish	a	toolkit,	beginning	with	vectors	and	
transformation	protocols.	If	an	organism	has	established	plasmid	systems,	we	can	potentially	improve	
them	by	minimization,	or	diversify	them	by	finding	new,	compatible	origins	of	replication.	If	an	organism	
has	plasmids	that	have	been	sequenced	but	never	used,	we	can	attempt	to	capture	and	minimize	them.	In	
any	case,	we	will	also	attempt	a	variety	of	broad	host	range	vectors,	with	native	promoters	placed	in	front	
of	appropriate	antibiotic	resistance	genes.	Some	bacteria	may	be	amenable	to	electroporation	or	natural	
transformation,	but	we	anticipate	that	in	nearly	every	case,	conjugation	with	E.	coli	will	be	used	to	transfer	
plasmids.	Luckily,	conjugation	is	a	remarkably	robust	process	as	long	as	the	two	bacteria	to	be	mated	can	
coexist	for	at	least	some	time	in	a	common	growth	environment.	In	this	manner,	we	can	rapidly	establish	
antibiotic	tolerances	as	well	as	the	copy	numbers	and	compatibilities	of	origins	of	replication.	I	can	also	
seek	conditional	origins	of	replication	by	mutating	working	ones	and	replica	plating	the	transformants	to	
find	restrictive	temperatures.	As	soon	as	the	positive	selection	genes	have	been	worked	out,	we	can	test	
the	efficacy	of	all	known	negative	selection	genes.	A	panel	of	negative	selection	genes	will	enable	the	gene	
knockouts	we	want	to	do	next.	All	of	this	information	will	be	added	to	SMRC	and	any	appropriate	
databases.	
	
To	begin	domestication,	I	will	first	knock	out	any	immune	systems.	Restriction	systems	and	CRISPR	
systems	make	the	transformation	and	manipulation	of	bacteria	incredibly	inefficient.	With	a	higher	
transformation	efficiency	achieved,	I	can	try	to	import	the	various	endonucleases	that	constitute	the	
heavy-duty	genetic	engineering	toolkit	available	to	E.	coli	and	S.	cerevisiae.	With	those	in	place,	I	can	
attempt	to	modify	the	genome	in	ways	that	may	result	in	a	more	manipulable,	faster-growing	bacteria	that	
retains	the	metabolisms	of	interest	but	has	lost	extraneous	metabolisms	that	lend	it	robustness	outside	of	
its	designated	purpose.	I	could	remove	carbon	usage	pathways	that	we	don’t	want	to	use	in	the	laboratory	
(or	in	its	niche	environment).	I	could	add	or	duplicate	tRNAs	to	change	the	codon	usages	and	make	it	
easier	to	clone	low-GC	constructs	into	high-GC	organisms.	I	could	remove	prophages,	transposons,	and	
recombinases	to	boost	genome	stability.	
	
Once	a	bacterial	strain	has	graduated	from	this	boot	camp,	we	can	compare	its	microbial	physiology	and	
growth	characteristics	under	different	media	conditions	to	the	parent	strain.	I	would	hope	that	under	
appropriate	selection,	our	domesticate	would	have	improved	growth	rates	and	pliability	while	still	
maintaining	the	capacity	for	specialized	metabolism	or	niche	exploitation	that	made	its	ancestor	
interesting	to	us	in	the	first	place.	I	am	willing	and	ready	to	modify	or	augment	my	approach	based	on	the	
results	of	this	comparison.	Any	non-bespoke	bacteria	that	come	out	of	this	pipeline	will	be	shared	with	the	
global	community	of	bioengineers,	and	my	hope	is	that	they	will	fuel	a	surge	in	higher	titers	and	new	
products.	
	
Time,	money,	and	risk.	
 
This	work	is	not	glamorous—it	is	a	rare	Science	or	Nature	paper	that’s	about	a	database.	Almost	
everything	I	have	proposed	for	both	the	characterization	and	cultivation	pipelines	are	tricks	that	have	
already	been	performed	for	E.	coli,	S.	cerevisiae,	and	a	few	others,	and	therefore	may	fail	to	meet	the	
novelty	requirement	for	high	impact	journals.	But	forget	the	immediate	glory—I’m	willing	to	do	it	just	for	
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the	undeniable	long-lasting	impact.	An	effort	toward	bacterial	domestication	offers	more	than	an	
infrastructural	base	for	better	engineering;	it	offers	the	opportunity	to	bring	the	public	in	on	the	side	of	
the	“genetically	modified	organism”	for	once.	We	could	move	the	narrative	away	from	the	secretive,	
baleful,	and	uncontainable	Frankenstein’s	monster	and	focus	on	the	cute,	specialized,	and	friendly	
workers	of	Richard	Scarry.	
	
The	budget	and	time	required	for	this	project	will	be	significantly	lowered	by	the	involvement	of	the	
Lawrence	Berkeley	National	Laboratory	and	the	use	of	their	equipment.	Money	for	equipment	would	then	
be	limited	to	upgrades	of	existing	installations;	we	wouldn’t	even	need	money	for	bacterial	strains	
because	people	will	happily	mail	them	to	us.	If	we	successfully	petition	the	DOE’s	Joint	Genome	Institute	
for	use	of	its	user	facilities,	our	sequencing	and	synthesis	will	be	free	as	well.	The	biggest	expenditure	will	
be	people:	we	need	skilled	technicians	and	software	developers.	Given	$300,000	for	salary	for	one	of	each	
and	their	consumables	for	one	year	(and	assuming	the	cooperation	of	the	national	laboratory),	I	could	
have	the	database	usable	and	reviewed	within	a	year,	20	strains	characterized,	and	two	toolkits	polished	
off	within	a	year.	More	technicians	would	reduce	the	characterization	and	domestication	pipeline	times	by	
months,	but	more	database	developers	are	contraindicated.	Successful	collaboration	with	enthusiastic	
outside	expert	labs	could	drastically	reduce	the	time	requirements.	Without	the	ardent	cooperation	of	the	
government,	this	project	is	still	eminently	feasible	but	will	take	a	lot	more	financial	investment	and	time.	
	
The	database	is	the	least	risky	endeavor,	and	it	is	already	underway	to	great	excitement	among	the	initial	
users.	Characterization	is	not	particularly	risky—just	expensive,	tedious,	and	disrespected	until	huge	
masses	of	data	have	been	acquired.	To	accomplish	both,	we	require	little	more	than	hardware	and	
specialized	technicians.	Almost	all	of	the	risk	and	engineering	reward	in	this	project	is	contained	within	
the	toolkit	building	step.	I	will	mitigate	this	risk	by	first	focusing	on	the	tamest	bacteria	in	use	by	academia	
and	industry	and	scoring	some	meaningful,	useful	gains	before	branching	out	into	the	more	arcane	or	
uncultivable	strains.	Focusing	great	effort	on	the	establishment	of	sane	transformation	protocols	will	go	a	
long	way	to	making	genome	editing	feasible	in	so	far	unedited	bacteria.	The	number	one	roadblock	
anyone	has	run	into	in	engineering	prokaryotes	is	their	resistance	to	xenogeneic	DNA.	We	now	know	that	
CRISPRs	are	in	some	part	responsible	for	this;	luckily,	for	this	project,	I	happen	to	be	a	CRISPR	expert.	
Anything	we	cannot	transform	will	have	to	be	considered	a	failure	of	toolkit	building,	but	we	will	not	give	
up	on	such	strains.	We	will	just	shunt	it	to	the	slower,	old-fashioned	method	of	selective	breeding,	seeking	
a	mutant	that	is	a	lot	more	open	to	the	idea	of	picking	up	on	our	wavelength.	Meanwhile,	we	will	focus	on	
likelier	candidates.	After	a	few	successes	establish	the	validity	of	the	algorithms	involved,	we	may	be	able	
to	charge	for	the	process,	like	a	government-run	user	facility—or	a	dog	trainer.	
	
Generations	of	microbiologists,	cell	biologists,	molecular	biologists,	and	geneticists	spent	their	scientific	
careers	studying,	cultivating,	and	taming	E.	coli.	We	converged	on	it	and	jointly	anointed	it	a	model	
organism.	Now	there	are	even	more	of	us,	with	more	diffuse	interests	and	goals—but	better	genetic	tools	
and	communication	than	ever.	If	we	can	build	an	infrastructure	to	repeat	the	E.	coli	trick	with	other	
microbes,	but	quickly	and	reproducibly,	there	is	no	doubt	that	the	whole	planet	will	share	in	the	
subsequent	rewards.	We	will	open	up	new	avenues	of	exploration	and	biomanufacturing	by	taking	
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heterologous	expression	out	of	the	equation	entirely,	and	enabling	specialists	to	focus	only	on	the	biology	
at	hand.	We	could	truly	deliver	on	our	promise	of	befriending	and	exploiting	the	microbial	world.	
	
Domesticated	E.	coli	has	been	a	priceless	boon	to	synthetic	biology.	But	it	is	time	to	make	ourselves	
some	new	friends.	
	


